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Wiederholung: Stack-Aufbau

1 int main() {
2 int a, b, c;
3
4 a = 10;
5 b = 20;
6
7 f1(a, b);
8
9 return a;

10 }

2 Beispiel

■ Aufbau eines Stack-Frames (Funktionen main( ), f1( ), f2( ))

➤ Achtung: architekturabängige Optimierungen können zu Padding
(Füllbytes) führen!

gesicherter Framepointer von f1

Parameter für f1

Rücksprungadresse in main

Lokale Variablen von f2

main( )

f1( )

f2( )

Lokale Variablen von f1

Parameter für f2

Rücksprungadresse aus f2 zurück in f1

Stackpointer (Reg. esp)
Framepointer (Reg. ebp) gesicherter Framepointer von main

gerettete Register (falls nötig)

Stack-Frame zur Verwaltung des Stacks
Lokale Variablen
Funktionsparameter
Rücksprungadressen

Register zur Verwaltung des Stacks
Stackpointer: Zeigt auf nächsten freien Speicherbereich
Framepointer: Zeigt auf Beginn des aktuellen Stackframes
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Ablauf Funktionsaufruf

int main(void) {
int a, b , c;
a = 10;
b = 20;
f1(a, b);
return a;

}

int f1(int x, int y) {
int i[3];
int n;
x++;
n = f2(x);
return n;

}

int f2(int z) {
int m;
m = 100;
return z+1;

}

return-addr

fp retten

a = 10

b = 20

c = ?
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Variablenzugri�
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EZS-Toolchain

Prä-
prozessor

cpp

Compiler

gcc -S

Assembly
Assembler

as

Objektdatei

Linker: ld

s
Linkerscript

eCos Target-Lib

objcopy

Flasher

gdb

WCET-
Analyse

ü
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C Standard

Mehrere Iterationen:
C89, C99, C11, C18
Früher ANSI, heute ISO/IEC
Standards:

ANSI X3.159-1989
ISO/IEC 9899:1990
. . .

Unabhängiger Standard, von ISO
entwickelt
Beschreibt C Syntax & Semantik
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C Standard II
ISO/IEC 9899:TC3 Committee Draft — Septermber 7, 2007 WG14/N1256

6.5.5 Multiplicative operators
Syntax

1 multiplicative-expression:
cast-expression
multiplicative-expression * cast-expression
multiplicative-expression / cast-expression
multiplicative-expression % cast-expression

Constraints

2 Each of the operands shall have arithmetic type. The operands of the % operator shall
have integer type.

Semantics

3 The usual arithmetic conversions are performed on the operands.

4 The result of the binary * operator is the product of the operands.

5 The result of the / operator is the quotient from the division of the first operand by the
second; the result of the % operator is the remainder. In both operations, if the value of
the second operand is zero, the behavior is undefined.

6 When integers are divided, the result of the / operator is the algebraic quotient with any
fractional part discarded.90) If the quotient a/b is representable, the expression
(a/b)*b + a%b shall equal a.

6.5.6 Additive operators
Syntax

1 additive-expression:
multiplicative-expression
additive-expression + multiplicative-expression
additive-expression - multiplicative-expression

Constraints

2 For addition, either both operands shall have arithmetic type, or one operand shall be a
pointer to an object type and the other shall have integer type. (Incrementing is
equivalent to adding 1.)

3 For subtraction, one of the following shall hold:

— both operands have arithmetic type;

90) This is often called ‘‘truncation toward zero’’.

82 Language §6.5.6

Source: ISO/IEC 9899:TC3, S.94

ISO/IEC 9899:TC3 Committee Draft — Septermber 7, 2007 WG14/N1256

2 EXAMPLE An example of locale-specific behavior is whether the islower function returns true for
characters other than the 26 lowercase Latin letters.

3.4.3
1 undefined behavior

behavior, upon use of a nonportable or erroneous program construct or of erroneous data,
for which this International Standard imposes no requirements

2 NOTE Possible undefined behavior ranges from ignoring the situation completely with unpredictable
results, to behaving during translation or program execution in a documented manner characteristic of the
environment (with or without the issuance of a diagnostic message), to terminating a translation or
execution (with the issuance of a diagnostic message).

3 EXAMPLE An example of undefined behavior is the behavior on integer overflow.

3.4.4
1 unspecified behavior

use of an unspecified value, or other behavior where this International Standard provides
two or more possibilities and imposes no further requirements on which is chosen in any
instance

2 EXAMPLE An example of unspecified behavior is the order in which the arguments to a function are
evaluated.

3.5
1 bit

unit of data storage in the execution environment large enough to hold an object that may
have one of two values

2 NOTE It need not be possible to express the address of each individual bit of an object.

3.6
1 byte

addressable unit of data storage large enough to hold any member of the basic character
set of the execution environment

2 NOTE 1 It is possible to express the address of each individual byte of an object uniquely.

3 NOTE 2 A byte is composed of a contiguous sequence of bits, the number of which is implementation-
defined. The least significant bit is called the low-order bit; the most significant bit is called the high-order
bit.

3.7
1 character

〈abstract〉 member of a set of elements used for the organization, control, or
representation of data

3.7.1
1 character

single-byte character
〈C〉 bit representation that fits in a byte

4 General §3.7.1

Source: ISO/IEC 9899:TC3, S.4
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two or more possibilities and imposes no further requirements on which is chosen in any
instance

2 EXAMPLE An example of unspecified behavior is the order in which the arguments to a function are
evaluated.

3.5
1 bit

unit of data storage in the execution environment large enough to hold an object that may
have one of two values

2 NOTE It need not be possible to express the address of each individual bit of an object.

3.6
1 byte

addressable unit of data storage large enough to hold any member of the basic character
set of the execution environment

2 NOTE 1 It is possible to express the address of each individual byte of an object uniquely.

3 NOTE 2 A byte is composed of a contiguous sequence of bits, the number of which is implementation-
defined. The least significant bit is called the low-order bit; the most significant bit is called the high-order
bit.

3.7
1 character

〈abstract〉 member of a set of elements used for the organization, control, or
representation of data

3.7.1
1 character

single-byte character
〈C〉 bit representation that fits in a byte

4 General §3.7.1

Source: ISO/IEC 9899:TC3, S.4
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Nette Anekdote: https://feross.org/gcc-ownage/ GCC 1.17 startete NetHack wenn Undefined Behavior im Code detektiert wurde. _par Ãœberleitung: Anderer Teil des Standards: IEEE754 Floating point zahlen fÃ¼r float/double seit C99 teil des Standards_ In den Ãœbungen oft falsch verwendet (kleine floats fÃ¼r "t" kontinuierlich addiert) _par Bei Float Addition: die grÃ¶bere Genauigkeit!  
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Frage #1

Zu was wird 7/2 ausgewertet?
1. 3.5

2. 3

3. nicht definiert in C

Erklärung

Standard-Typ für Ganzzahlen ist int
Rest verschwindet bei Ganzzahl-Division
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Frage #2

Zu was wird 2/7 ausgewertet?
1. 1

2. 0

3. nicht definiert in C

Erklärung

Standard-Typ für Ganzzahlen ist int
Rest verschwindet bei Ganzzahl-Division
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Frage #2

Zu was wird 2/7 ausgewertet?
1. 1

2. 0

3. nicht definiert in C

Erklärung

Standard-Typ für Ganzzahlen ist int
Rest verschwindet bei Ganzzahl-Division
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Frage #3

Zu was wird 7/2. ausgewertet?
1. immer noch 3

2. 0

3. 3.5

Erklärung

2.0 == 2. ; double auf der rechten Seite
7 wird in diesem Ausdruck als double behandelt, auch linke Seite
Division zweier double Werte
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Frage #3

Zu was wird 7/2. ausgewertet?
1. immer noch 3

2. 0

3. 3.5

Erklärung

2.0 == 2. ; double auf der rechten Seite
7 wird in diesem Ausdruck als double behandelt, auch linke Seite
Division zweier double Werte
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Frage #5

Zu was wird 1/2 + 1/2 ausgewertet?

1. nicht definiert
2. 0

3. 1 (dank Compileroptimierung)

Erklärung

int1/<größerer int2> ; 0 + 0 = 0

Compileroptimierung nicht C-Konform
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Frage #5

Zu was wird 1/2 + 1/2 ausgewertet?

1. nicht definiert
2. 0

3. 1 (dank Compileroptimierung)

Erklärung

int1/<größerer int2> ; 0 + 0 = 0

Compileroptimierung nicht C-Konform
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Frage #6

Zu was wird 2 * M_PI ausgewertet?
1. 6

2. ungefähr 6.28
3. 6.283185307179586476925286766559005768394338798750...

Erklärung
M_PI ; double

double Standard-Typ, außer zusätzliches Literal ( 3.14 f)
Begrenzter Wertebereich:
6.283185307179586000000000000000

13

 Ãœberleitung: begrenzter Wertebereich _par Wir werden nÃ¤chste Woche noch sehen wie so ein zunÃ¤chst harmlos erscheinender Wertebereich zu gravierenden Fehlern fÃ¼hrt.  
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Frage #7

1 double a = 0.1;
2 double b = 0.2;
3
4 float aa = 0.1;
5 float bb = 0.2;
6
7 if (a+b == aa+bb){
8 ezs_printf("equal\n");
9 }else{

10 ezs_printf("unequal: %.30f != %.30f\n", (a+b), (aa+bb));
11 }

Was wird ausgegeben?
1. equal

2. unequal...
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Frage #7

1 double a = 0.1;
2 double b = 0.2;
3
4 float aa = 0.1;
5 float bb = 0.2;
6
7 if (a+b == aa+bb){
8 ezs_printf("equal\n");
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Fließkomma-Arithmetik

1 double a = 0.1;
2 double b = 0.2;
3
4 float aa = 0.1;
5 float bb = 0.2;
6
7 if (a+b == aa+bb){
8 ezs_printf("equal\n");
9 }else{

10 ezs_printf("unequal: %.30f != %.30f\n", (a+b), (aa+bb));
11 }

1 /* Ausgabe:
2 unequal:
3 0.300000000000000000000000000000 !=
4 0.300000011920929000000000000000
5 */

Angenommen die Einheit ist Sekunden
11,9 ns Fehler durch einzelne Berechnung
Kumulation der Rundungsfehler

15



Begrenzte Wertebereiche – IEEE 754

IEEE 754
sizeof(float) == 4

sizeof(double) == 8

16



Probleme begrenzter Wertebereiche

What Every Computer Scientist Should Know About Floating-Point
Arithmetic [1]
Rundungsfehler & Überläufe äußerst kritisch in harten
Echtzeitsystemen
Konvertierungen zwischen Größeneinheiten (sec_to_nanosec: * 1e9)

Vermeidung des Wechsels von Größeneinheiten
Verwendung von Festkomma-Arithmetik ; VEZS
Integer-Division ist kein sicherer Ausweg
⇒ Sorgfalt bei arithmetischen Operationen in begrenzten
Wertebereichen

17

 _par google: rounding error fatal software error  



Wahl des Datentyps bei Berechnung des Sinus-Wertes

Harmonische Schwingung1: y(t) = y0 · sin(ωt +ϕ0) und ω= 2πf
1 #define TYPE {int|double|float} ?
2 ...
3 TYPE compute_sinus(OTHER_TYPE real_time) {
4
5 TYPE f = ...
6 TYPE omega = 2 * M_PI * f;
7 ...
8 ... sin(omega * real_time) // oder doch sinf(omega * real_time )?
9 ...

10 }

float oder double für Realzeit sinnvoll? Was ist OTHER_TYPE?
Laufzeit von compute_sinus()?

1https://de.wikipedia.org/wiki/Schwingung#Harmonische_Schwingung
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 Counter in float ist bÃ¶se, Ungenauigkeit, Ãœberlauf, nur einmalig diese Umrechnung  

https://de.wikipedia.org/wiki/Schwingung#Harmonische_Schwingung
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Vergleich der Laufzeiten

0 1 2 3 4 5

double

float

4.62 µs

3.76 µs

Ausführungszeit von compute sinus

V
a
ri
a
n
te

0 1 2 3 4 5

double (sin)

float (sinf)

4.57 µs

3.71 µs

Ausführungszeit von sinf & sin

V
a
ri
a
n
te

Laufzeitzuwachs um 23% bei Wechsel float→ double

Soft Float? Hard Float? hier: Soft Float

Noch mehr Optimierungspotential? Wo wird die Laufzeit verbraucht?
99% der Gesamtlaufzeit für sinf und sin

Wahl des Datentyps in Abh. der Wortbreite (32-Bit Cortex-M4, 8-Bit AVR)

Spezialbibliothek für Signalverarbeitung mit Integer-Arithmetik
Spezielle Hardware-Einheiten zur Signalverarbeitung
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Übersicht
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EZS-Toolchain

Prä-
prozessor

cpp

Compiler

gcc -S

Assembly
Assembler

as

Objektdatei

Linker: ld

s
Linkerscript

eCos Target-Lib

objcopy

Flasher

gdb

WCET-
Analyse

ü
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Präprozessor

Quellcode
1 #define FOO 42
2
3 #include "example.h"
4
5 #if defined(FOO)
6 int i = FOO;
7 #else
8 int i = 0;
9 #endif

Expandiert
1 // Inhalt example.h
2 void example ();
3
4 int i = 42;

Präprozessor

Vorverarbeitungsschritt vor der Übersetzung
Konfigurationsabhängiger Code #if(def)

Definierbare Konstanten und Makros #define

Auflösen von #include-Direktiven

Reine Zeichenersetzung/Textmanipulation

22



Übersetzer

Quellcode
1 volatile extern int i;
2 int j = 42;
3
4 int main(int argc , ...)
5 {
6 i = 0;
7 if(argc % 2) {
8 i = 1;
9 }

10 return i + j;
11 }

Assembly
...
ldr r3, [fp, #-8]
and r3, r3, #1
cmp r3, #0
beq .L2
ldr r3, .L4
mov r2, #1
str r2, [r3]

.L2:
...

Übersetzer

Interpretation des Quelltexts gemäß Semantik laut Standard
Umwandlung in Befehlssatz der Zielplattform
Aufrufe gemäß Application Binary Interface (ABI)
Optimierung des Kompilats
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Übersetzer II Optimierungen

Beispiel: Schleifenaufrollen

Unoptimiert
1 for(i = 0; i < 40; i++) {
2 x++;
3 }
4 x++;
5 x++;

Größenoptimiert
1 for(i = 0; i < 42; i++) {
2 x++;
3 }

Laufzeitverhalten

Optimierungen verändern Kontrollflussstrukturen
Schleifenaufrollen (siehe oben)
Schleifentauschen (loop interchange)
Schleifenneigen (loop skewing)
if-conversion
. . .

; invalidiert z.T. Annotationen und Annahmen über Laufzeitverhalten
24

 loop interchange: for (i < N) for (j < M) += a[j][i] _par for (j < M) for (i < N) += a[i][j]  



Assembler

Assembly
...
ldr r3, [fp, #-8]
and r3, r3, #1
cmp r3, #0
beq .L2
ldr r3, .L4
mov r2, #1
str r2, [r3]

.L2:
...

Objektdatei
...
e51b3008
e2033001
e3530000
0a000002
e59f3028
e3a02001
e5832000

...

Assembler

Umwandlung der textuellen Repräsentation in Maschinencode (binär)
1:1 Übersetzung
z.T. Macroassembler: Komplexbefehle zu Instruktionsfolge
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Linker

Objektdatei
$ nm test.o

U i # extern int i
00000000 D j
00000000 T main

$ nm i.o
00000004 C i # Definition int i = 0

Binary
$ nm test.elf
00018 a84 B i
00018634 D j
000081 ec T main
...

Linker

Variablen/Funktionen über Objektdateien verteilt
; Zusammenführung der Funktionen und Variablen aus Objektdateien
; Vergabe globaler Adressen gemäß Konfiguration
; Auflösen der Adressen im Code

26

 z.B.: Pointer, wir brauchen eindeutige Adresse_ C = Common_ U = undefined_ D = initialized data section_ T = text section_ B = BSS  



Flasher: Speicherorganisation auf einem Mikrocontroller

ELF Header
...

Symbol Table <a>

.rodata c=2

.data b=1
s=3

.text main

compile  / link

ELF-Binary

Quellprogramm

Speicherallokation

int a; // a: global, uninitialized
int b = 1; // b: global, initialized
const int c = 2; // c: global, const

void main() {
static int s = 3; // s: local, static, initialized
int x, y; // x: local, auto; y: local, auto
char* p = malloc( 100 ); // p: local, auto; *p: heap (100 byte)

}

Statische Allokation – Reservierung beim Übersetzen / Linken
Betrifft globale und modullokale Variablen, sowie den Code
Allokation durch Platzierung in einer Sektion
.code – enthält den Programmcode main()
.bss – enthält alle uninitalisierten / mit 0 initialisierten Variablen a

.data – enthält alle initalisierten Variablen b,s
.rodata – enthält alle initalisierten unveränderlichen Variablen c

Dynamische Allokation – Reservierung zur Laufzeit
Betrifft lokale Variablen und explizit angeforderten Speicher
Stack – enthält alle aktuell gültigen lokalen Variablen x,y,p
Heap – enthält explizit mit malloc() angeforderte Speicherbereiche *p

c� dl GSPiC (SS 11) 16 Speicherverwaltung | 16.1 Einführung 16–1

27

Flasher: ELF ist Beschreibung des Speicherabbilds_ Transferierung in fÃ¼r Mikrocontroller verstÃ¤ndliche reprÃ¤sentation_ bei uns Blackmagic: nimmt dann SWD um die aufgelÃ¶ste reprÃ¤sentation an den core zu geben (per debug schnittstelle)_ Gleichzeitig auch debugger_ Ã¼berleitung: Wir haben jetzt also unser binary: Zeitliche eigenschaften davon, wir wollen analysieren?  
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Instruktionssatz, Operationslaufzeiten

Programmers Model 

ARM DDI 0439B Copyright © 2009, 2010 ARM Limited. All rights reserved. 3-5
ID030210 Non-Confidential, Unrestricted Access

Subtract Subtract SUB Rd, Rn, <op2> 1

Subtract with borrow SBC Rd, Rn, <op2> 1

Reverse RSB Rd, Rn, <op2> 1

Multiply Multiply MUL Rd, Rn, Rm 1

Multiply accumulate MLA Rd, Rn, Rm 2

Multiply subtract MLS Rd, Rn, Rm 2

Long signed SMULL RdLo, RdHi, Rn, Rm 1

Long unsigned UMULL RdLo, RdHi, Rn, Rm 1

Long signed accumulate SMLAL RdLo, RdHi, Rn, Rm 1

Long unsigned accumulate UMLAL RdLo, RdHi, Rn, Rm 1

Divide Signed SDIV Rd, Rn, Rm 2 to 12a

Unsigned UDIV Rd, Rn, Rm 2 to 12a

Saturate Signed SSAT Rd, #<imm>, <op2> 1

Unsigned USAT Rd, #<imm>, <op2> 1

Compare Compare CMP Rn, <op2> 1

Negative CMN Rn, <op2> 1

Logical AND AND Rd, Rn, <op2> 1

Exclusive OR EOR Rd, Rn, <op2> 1

OR ORR Rd, Rn, <op2> 1

OR NOT ORN Rd, Rn, <op2> 1

Bit clear BIC Rd, Rn, <op2> 1

Move NOT MVN Rd, <op2> 1

AND test TST Rn, <op2> 1

Exclusive OR test TEQ Rn, <op1>

Shift Logical shift left LSL Rd, Rn, #<imm> 1

Logical shift left LSL Rd, Rn, Rs 1

Logical shift right LSR Rd, Rn, #<imm> 1

Logical shift right LSR Rd, Rn, Rs 1

Arithmetic shift right ASR Rd, Rn, #<imm> 1

Arithmetic shift right ASR Rd, Rn, Rs 1

Rotate Rotate right ROR Rd, Rn, #<imm> 1

Rotate right ROR Rd, Rn, Rs 1

With extension RRX Rd, Rn 1

Table 3-1 Cortex-M4 instruction set summary (continued)

Operation Description Assembler Cycles

Source: ARM, Cortex M4 Reference Manual r0p0, S.30

Programmers Model 

ARM DDI 0439B Copyright © 2009, 2010 ARM Limited. All rights reserved. 3-5
ID030210 Non-Confidential, Unrestricted Access
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Table 3-1 Cortex-M4 instruction set summary (continued)

Operation Description Assembler Cycles

Programmers Model 

ARM DDI 0439B Copyright © 2009, 2010 ARM Limited. All rights reserved. 3-8
ID030210 Non-Confidential, Unrestricted Access

Table 3-2 shows the DSP instructions that the Cortex-M4 processor implements.

Reverse Bytes in word REV Rd, Rm 1

Bytes in both halfwords REV16 Rd, Rm 1

Signed bottom halfword REVSH Rd, Rm 1

Bits in word RBIT Rd, Rm 1

Hint Send event SEV 1

Wait for event WFE 1 + W

Wait for interrupt WFI 1 + W

No operation NOP 1

Barriers Instruction synchronization ISB 1 + B

Data memory DMB 1 + B

Data synchronization DSB <flags> 1 + B

a. Division operations use early termination to minimize the number of cycles required based 
on the number of leading ones and zeroes in the input operands.

b. Neighboring load and store single instructions can pipeline their address and data phases. 
This enables these instructions to complete in a single execution cycle.

c. Conditional branch completes in a single cycle if the branch is not taken.
d. An IT instruction can be folded onto a preceding 16-bit Thumb instruction, enabling 

execution in zero cycles.

Table 3-1 Cortex-M4 instruction set summary (continued)

Operation Description Assembler Cycles

Table 3-2 Cortex-M4 DSP instruction set summary

Operation Description Assembler Cycles

Multiply 32-bit multiply with 32-most-significant-bit accumulate SMMLA 1

32-bit multiply with 32-most-significant-bit subtract SMMLS 1

32-bit multiply returning 32-most-significant-bits SMMUL 1

32-bit multiply with rounded 32-most-significant-bit accumulate SMMLAR 1

32-bit multiply with rounded 32-most-significant-bit subtract SMMLSR 1

32-bit multiply returning rounded 32-most-significant-bits SMMULR 1

Source: ARM, Cortex M4 Reference Manual r0p0, S.30 & S.33
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3.3 Instruction set summary
This section provides information on:
• Cortex-M4 instructions
• Load/store timings on page 3-11
• Binary compatibility with other Cortex processors on page 3-12.

3.3.1 Cortex-M4 instructions

The processor implements the ARMv7-M Thumb instruction set. Table 3-1 shows the 
Cortex-M4 instructions and their cycle counts. The cycle counts are based on a system with zero 
wait states.

Within the assembler syntax, depending on the operation, the <op2> field can be replaced with 
one of the following options:
• a simple register specifier, for example Rm
• an immediate shifted register, for example Rm, LSL #4
• a register shifted register, for example Rm, LSL Rs
• an immediate value, for example #0xE000E000.

For brevity, not all load and store addressing modes are shown. See the ARMv7-M Architecture 
Reference Manual for more information.

Table 3-1 uses the following abbreviations in the Cycles column:

P The number of cycles required for a pipeline refill. This ranges from 1 to 3 
depending on the alignment and width of the target instruction, and whether the 
processor manages to speculate the address early.

B The number of cycles required to perform the barrier operation. For DSB and DMB, 
the minimum number of cycles is zero. For ISB, the minimum number of cycles 
is equivalent to the number required for a pipeline refill.

N The number of registers in the register list to be loaded or stored, including PC or 
LR.

W The number of cycles spent waiting for an appropriate event.

Table 3-1 Cortex-M4 instruction set summary

Operation Description Assembler Cycles

Move Register MOV Rd, <op2> 1

16-bit immediate MOVW Rd, #<imm> 1

Immediate into top MOVT Rd, #<imm> 1

To PC MOV PC, Rm 1 + P

Add Add ADD Rd, Rn, <op2> 1

Add to PC ADD PC, PC, Rm 1 + P

Add with carry ADC Rd, Rn, <op2> 1

Form address ADR Rd, <label> 1

Source: ARM, Cortex M4 Reference Manual r0p0, S.29

Instruktionslaufzeiten

Zyklendauern aus Datenblättern
Jedoch: Meist nicht vollständig
Annahme hier: Zero-Wait-States ; Kein Warten auf Speicher

; Konkrete Hardwaremodellierung für jedes Board erforderlich
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Subtract Subtract SUB Rd, Rn, <op2> 1

Subtract with borrow SBC Rd, Rn, <op2> 1

Reverse RSB Rd, Rn, <op2> 1

Multiply Multiply MUL Rd, Rn, Rm 1

Multiply accumulate MLA Rd, Rn, Rm 2

Multiply subtract MLS Rd, Rn, Rm 2

Long signed SMULL RdLo, RdHi, Rn, Rm 1

Long unsigned UMULL RdLo, RdHi, Rn, Rm 1

Long signed accumulate SMLAL RdLo, RdHi, Rn, Rm 1

Long unsigned accumulate UMLAL RdLo, RdHi, Rn, Rm 1

Divide Signed SDIV Rd, Rn, Rm 2 to 12a

Unsigned UDIV Rd, Rn, Rm 2 to 12a

Saturate Signed SSAT Rd, #<imm>, <op2> 1

Unsigned USAT Rd, #<imm>, <op2> 1

Compare Compare CMP Rn, <op2> 1

Negative CMN Rn, <op2> 1

Logical AND AND Rd, Rn, <op2> 1

Exclusive OR EOR Rd, Rn, <op2> 1

OR ORR Rd, Rn, <op2> 1

OR NOT ORN Rd, Rn, <op2> 1

Bit clear BIC Rd, Rn, <op2> 1

Move NOT MVN Rd, <op2> 1

AND test TST Rn, <op2> 1

Exclusive OR test TEQ Rn, <op1>

Shift Logical shift left LSL Rd, Rn, #<imm> 1

Logical shift left LSL Rd, Rn, Rs 1

Logical shift right LSR Rd, Rn, #<imm> 1

Logical shift right LSR Rd, Rn, Rs 1

Arithmetic shift right ASR Rd, Rn, #<imm> 1

Arithmetic shift right ASR Rd, Rn, Rs 1

Rotate Rotate right ROR Rd, Rn, #<imm> 1

Rotate right ROR Rd, Rn, Rs 1

With extension RRX Rd, Rn 1

Table 3-1 Cortex-M4 instruction set summary (continued)

Operation Description Assembler Cycles

Source: ARM, Cortex M4 Reference Manual r0p0, S.30
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Subtract Subtract SUB Rd, Rn, <op2> 1

Subtract with borrow SBC Rd, Rn, <op2> 1

Reverse RSB Rd, Rn, <op2> 1

Multiply Multiply MUL Rd, Rn, Rm 1

Multiply accumulate MLA Rd, Rn, Rm 2

Multiply subtract MLS Rd, Rn, Rm 2

Long signed SMULL RdLo, RdHi, Rn, Rm 1

Long unsigned UMULL RdLo, RdHi, Rn, Rm 1

Long signed accumulate SMLAL RdLo, RdHi, Rn, Rm 1

Long unsigned accumulate UMLAL RdLo, RdHi, Rn, Rm 1

Divide Signed SDIV Rd, Rn, Rm 2 to 12a

Unsigned UDIV Rd, Rn, Rm 2 to 12a

Saturate Signed SSAT Rd, #<imm>, <op2> 1

Unsigned USAT Rd, #<imm>, <op2> 1

Compare Compare CMP Rn, <op2> 1

Negative CMN Rn, <op2> 1

Logical AND AND Rd, Rn, <op2> 1

Exclusive OR EOR Rd, Rn, <op2> 1

OR ORR Rd, Rn, <op2> 1

OR NOT ORN Rd, Rn, <op2> 1

Bit clear BIC Rd, Rn, <op2> 1

Move NOT MVN Rd, <op2> 1

AND test TST Rn, <op2> 1

Exclusive OR test TEQ Rn, <op1>

Shift Logical shift left LSL Rd, Rn, #<imm> 1

Logical shift left LSL Rd, Rn, Rs 1

Logical shift right LSR Rd, Rn, #<imm> 1

Logical shift right LSR Rd, Rn, Rs 1

Arithmetic shift right ASR Rd, Rn, #<imm> 1

Arithmetic shift right ASR Rd, Rn, Rs 1

Rotate Rotate right ROR Rd, Rn, #<imm> 1

Rotate right ROR Rd, Rn, Rs 1

With extension RRX Rd, Rn 1

Table 3-1 Cortex-M4 instruction set summary (continued)

Operation Description Assembler Cycles
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Table 3-2 shows the DSP instructions that the Cortex-M4 processor implements.

Reverse Bytes in word REV Rd, Rm 1

Bytes in both halfwords REV16 Rd, Rm 1

Signed bottom halfword REVSH Rd, Rm 1

Bits in word RBIT Rd, Rm 1

Hint Send event SEV 1

Wait for event WFE 1 + W

Wait for interrupt WFI 1 + W

No operation NOP 1

Barriers Instruction synchronization ISB 1 + B

Data memory DMB 1 + B

Data synchronization DSB <flags> 1 + B

a. Division operations use early termination to minimize the number of cycles required based 
on the number of leading ones and zeroes in the input operands.

b. Neighboring load and store single instructions can pipeline their address and data phases. 
This enables these instructions to complete in a single execution cycle.

c. Conditional branch completes in a single cycle if the branch is not taken.
d. An IT instruction can be folded onto a preceding 16-bit Thumb instruction, enabling 

execution in zero cycles.

Table 3-1 Cortex-M4 instruction set summary (continued)

Operation Description Assembler Cycles

Table 3-2 Cortex-M4 DSP instruction set summary

Operation Description Assembler Cycles

Multiply 32-bit multiply with 32-most-significant-bit accumulate SMMLA 1

32-bit multiply with 32-most-significant-bit subtract SMMLS 1

32-bit multiply returning 32-most-significant-bits SMMUL 1

32-bit multiply with rounded 32-most-significant-bit accumulate SMMLAR 1

32-bit multiply with rounded 32-most-significant-bit subtract SMMLSR 1

32-bit multiply returning rounded 32-most-significant-bits SMMULR 1

Source: ARM, Cortex M4 Reference Manual r0p0, S.30 & S.33
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3.3 Instruction set summary
This section provides information on:
• Cortex-M4 instructions
• Load/store timings on page 3-11
• Binary compatibility with other Cortex processors on page 3-12.

3.3.1 Cortex-M4 instructions

The processor implements the ARMv7-M Thumb instruction set. Table 3-1 shows the 
Cortex-M4 instructions and their cycle counts. The cycle counts are based on a system with zero 
wait states.

Within the assembler syntax, depending on the operation, the <op2> field can be replaced with 
one of the following options:
• a simple register specifier, for example Rm
• an immediate shifted register, for example Rm, LSL #4
• a register shifted register, for example Rm, LSL Rs
• an immediate value, for example #0xE000E000.

For brevity, not all load and store addressing modes are shown. See the ARMv7-M Architecture 
Reference Manual for more information.

Table 3-1 uses the following abbreviations in the Cycles column:

P The number of cycles required for a pipeline refill. This ranges from 1 to 3 
depending on the alignment and width of the target instruction, and whether the 
processor manages to speculate the address early.

B The number of cycles required to perform the barrier operation. For DSB and DMB, 
the minimum number of cycles is zero. For ISB, the minimum number of cycles 
is equivalent to the number required for a pipeline refill.

N The number of registers in the register list to be loaded or stored, including PC or 
LR.

W The number of cycles spent waiting for an appropriate event.

Table 3-1 Cortex-M4 instruction set summary

Operation Description Assembler Cycles

Move Register MOV Rd, <op2> 1

16-bit immediate MOVW Rd, #<imm> 1

Immediate into top MOVT Rd, #<imm> 1

To PC MOV PC, Rm 1 + P

Add Add ADD Rd, Rn, <op2> 1

Add to PC ADD PC, PC, Rm 1 + P

Add with carry ADC Rd, Rn, <op2> 1

Form address ADR Rd, <label> 1

Source: ARM, Cortex M4 Reference Manual r0p0, S.29

Instruktionslaufzeiten

Zyklendauern aus Datenblättern
Jedoch: Meist nicht vollständig
Annahme hier: Zero-Wait-States ; Kein Warten auf Speicher

; Konkrete Hardwaremodellierung für jedes Board erforderlich
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Subtract Subtract SUB Rd, Rn, <op2> 1

Subtract with borrow SBC Rd, Rn, <op2> 1

Reverse RSB Rd, Rn, <op2> 1

Multiply Multiply MUL Rd, Rn, Rm 1

Multiply accumulate MLA Rd, Rn, Rm 2

Multiply subtract MLS Rd, Rn, Rm 2

Long signed SMULL RdLo, RdHi, Rn, Rm 1

Long unsigned UMULL RdLo, RdHi, Rn, Rm 1

Long signed accumulate SMLAL RdLo, RdHi, Rn, Rm 1

Long unsigned accumulate UMLAL RdLo, RdHi, Rn, Rm 1

Divide Signed SDIV Rd, Rn, Rm 2 to 12a

Unsigned UDIV Rd, Rn, Rm 2 to 12a

Saturate Signed SSAT Rd, #<imm>, <op2> 1

Unsigned USAT Rd, #<imm>, <op2> 1

Compare Compare CMP Rn, <op2> 1

Negative CMN Rn, <op2> 1

Logical AND AND Rd, Rn, <op2> 1

Exclusive OR EOR Rd, Rn, <op2> 1

OR ORR Rd, Rn, <op2> 1

OR NOT ORN Rd, Rn, <op2> 1

Bit clear BIC Rd, Rn, <op2> 1

Move NOT MVN Rd, <op2> 1

AND test TST Rn, <op2> 1

Exclusive OR test TEQ Rn, <op1>

Shift Logical shift left LSL Rd, Rn, #<imm> 1

Logical shift left LSL Rd, Rn, Rs 1

Logical shift right LSR Rd, Rn, #<imm> 1

Logical shift right LSR Rd, Rn, Rs 1

Arithmetic shift right ASR Rd, Rn, #<imm> 1

Arithmetic shift right ASR Rd, Rn, Rs 1

Rotate Rotate right ROR Rd, Rn, #<imm> 1

Rotate right ROR Rd, Rn, Rs 1

With extension RRX Rd, Rn 1

Table 3-1 Cortex-M4 instruction set summary (continued)

Operation Description Assembler Cycles

Source: ARM, Cortex M4 Reference Manual r0p0, S.30
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Subtract Subtract SUB Rd, Rn, <op2> 1

Subtract with borrow SBC Rd, Rn, <op2> 1

Reverse RSB Rd, Rn, <op2> 1

Multiply Multiply MUL Rd, Rn, Rm 1

Multiply accumulate MLA Rd, Rn, Rm 2

Multiply subtract MLS Rd, Rn, Rm 2

Long signed SMULL RdLo, RdHi, Rn, Rm 1

Long unsigned UMULL RdLo, RdHi, Rn, Rm 1

Long signed accumulate SMLAL RdLo, RdHi, Rn, Rm 1

Long unsigned accumulate UMLAL RdLo, RdHi, Rn, Rm 1

Divide Signed SDIV Rd, Rn, Rm 2 to 12a

Unsigned UDIV Rd, Rn, Rm 2 to 12a

Saturate Signed SSAT Rd, #<imm>, <op2> 1

Unsigned USAT Rd, #<imm>, <op2> 1

Compare Compare CMP Rn, <op2> 1

Negative CMN Rn, <op2> 1

Logical AND AND Rd, Rn, <op2> 1

Exclusive OR EOR Rd, Rn, <op2> 1

OR ORR Rd, Rn, <op2> 1

OR NOT ORN Rd, Rn, <op2> 1

Bit clear BIC Rd, Rn, <op2> 1

Move NOT MVN Rd, <op2> 1

AND test TST Rn, <op2> 1

Exclusive OR test TEQ Rn, <op1>

Shift Logical shift left LSL Rd, Rn, #<imm> 1

Logical shift left LSL Rd, Rn, Rs 1

Logical shift right LSR Rd, Rn, #<imm> 1

Logical shift right LSR Rd, Rn, Rs 1

Arithmetic shift right ASR Rd, Rn, #<imm> 1

Arithmetic shift right ASR Rd, Rn, Rs 1

Rotate Rotate right ROR Rd, Rn, #<imm> 1

Rotate right ROR Rd, Rn, Rs 1

With extension RRX Rd, Rn 1

Table 3-1 Cortex-M4 instruction set summary (continued)

Operation Description Assembler Cycles
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Table 3-2 shows the DSP instructions that the Cortex-M4 processor implements.

Reverse Bytes in word REV Rd, Rm 1

Bytes in both halfwords REV16 Rd, Rm 1

Signed bottom halfword REVSH Rd, Rm 1

Bits in word RBIT Rd, Rm 1

Hint Send event SEV 1

Wait for event WFE 1 + W

Wait for interrupt WFI 1 + W

No operation NOP 1

Barriers Instruction synchronization ISB 1 + B

Data memory DMB 1 + B

Data synchronization DSB <flags> 1 + B

a. Division operations use early termination to minimize the number of cycles required based 
on the number of leading ones and zeroes in the input operands.

b. Neighboring load and store single instructions can pipeline their address and data phases. 
This enables these instructions to complete in a single execution cycle.

c. Conditional branch completes in a single cycle if the branch is not taken.
d. An IT instruction can be folded onto a preceding 16-bit Thumb instruction, enabling 

execution in zero cycles.

Table 3-1 Cortex-M4 instruction set summary (continued)

Operation Description Assembler Cycles

Table 3-2 Cortex-M4 DSP instruction set summary

Operation Description Assembler Cycles

Multiply 32-bit multiply with 32-most-significant-bit accumulate SMMLA 1

32-bit multiply with 32-most-significant-bit subtract SMMLS 1

32-bit multiply returning 32-most-significant-bits SMMUL 1

32-bit multiply with rounded 32-most-significant-bit accumulate SMMLAR 1

32-bit multiply with rounded 32-most-significant-bit subtract SMMLSR 1

32-bit multiply returning rounded 32-most-significant-bits SMMULR 1

Source: ARM, Cortex M4 Reference Manual r0p0, S.30 & S.33
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3.3 Instruction set summary
This section provides information on:
• Cortex-M4 instructions
• Load/store timings on page 3-11
• Binary compatibility with other Cortex processors on page 3-12.

3.3.1 Cortex-M4 instructions

The processor implements the ARMv7-M Thumb instruction set. Table 3-1 shows the 
Cortex-M4 instructions and their cycle counts. The cycle counts are based on a system with zero 
wait states.

Within the assembler syntax, depending on the operation, the <op2> field can be replaced with 
one of the following options:
• a simple register specifier, for example Rm
• an immediate shifted register, for example Rm, LSL #4
• a register shifted register, for example Rm, LSL Rs
• an immediate value, for example #0xE000E000.

For brevity, not all load and store addressing modes are shown. See the ARMv7-M Architecture 
Reference Manual for more information.

Table 3-1 uses the following abbreviations in the Cycles column:

P The number of cycles required for a pipeline refill. This ranges from 1 to 3 
depending on the alignment and width of the target instruction, and whether the 
processor manages to speculate the address early.

B The number of cycles required to perform the barrier operation. For DSB and DMB, 
the minimum number of cycles is zero. For ISB, the minimum number of cycles 
is equivalent to the number required for a pipeline refill.

N The number of registers in the register list to be loaded or stored, including PC or 
LR.

W The number of cycles spent waiting for an appropriate event.

Table 3-1 Cortex-M4 instruction set summary

Operation Description Assembler Cycles

Move Register MOV Rd, <op2> 1

16-bit immediate MOVW Rd, #<imm> 1

Immediate into top MOVT Rd, #<imm> 1

To PC MOV PC, Rm 1 + P

Add Add ADD Rd, Rn, <op2> 1

Add to PC ADD PC, PC, Rm 1 + P

Add with carry ADC Rd, Rn, <op2> 1

Form address ADR Rd, <label> 1

Source: ARM, Cortex M4 Reference Manual r0p0, S.29

Instruktionslaufzeiten

Zyklendauern aus Datenblättern
Jedoch: Meist nicht vollständig
Annahme hier: Zero-Wait-States ; Kein Warten auf Speicher

; Konkrete Hardwaremodellierung für jedes Board erforderlich
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Subtract Subtract SUB Rd, Rn, <op2> 1

Subtract with borrow SBC Rd, Rn, <op2> 1

Reverse RSB Rd, Rn, <op2> 1

Multiply Multiply MUL Rd, Rn, Rm 1

Multiply accumulate MLA Rd, Rn, Rm 2

Multiply subtract MLS Rd, Rn, Rm 2

Long signed SMULL RdLo, RdHi, Rn, Rm 1

Long unsigned UMULL RdLo, RdHi, Rn, Rm 1

Long signed accumulate SMLAL RdLo, RdHi, Rn, Rm 1

Long unsigned accumulate UMLAL RdLo, RdHi, Rn, Rm 1

Divide Signed SDIV Rd, Rn, Rm 2 to 12a

Unsigned UDIV Rd, Rn, Rm 2 to 12a

Saturate Signed SSAT Rd, #<imm>, <op2> 1

Unsigned USAT Rd, #<imm>, <op2> 1

Compare Compare CMP Rn, <op2> 1

Negative CMN Rn, <op2> 1

Logical AND AND Rd, Rn, <op2> 1

Exclusive OR EOR Rd, Rn, <op2> 1

OR ORR Rd, Rn, <op2> 1

OR NOT ORN Rd, Rn, <op2> 1

Bit clear BIC Rd, Rn, <op2> 1

Move NOT MVN Rd, <op2> 1

AND test TST Rn, <op2> 1

Exclusive OR test TEQ Rn, <op1>

Shift Logical shift left LSL Rd, Rn, #<imm> 1

Logical shift left LSL Rd, Rn, Rs 1

Logical shift right LSR Rd, Rn, #<imm> 1

Logical shift right LSR Rd, Rn, Rs 1

Arithmetic shift right ASR Rd, Rn, #<imm> 1

Arithmetic shift right ASR Rd, Rn, Rs 1

Rotate Rotate right ROR Rd, Rn, #<imm> 1

Rotate right ROR Rd, Rn, Rs 1

With extension RRX Rd, Rn 1

Table 3-1 Cortex-M4 instruction set summary (continued)

Operation Description Assembler Cycles

Source: ARM, Cortex M4 Reference Manual r0p0, S.30
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Subtract Subtract SUB Rd, Rn, <op2> 1

Subtract with borrow SBC Rd, Rn, <op2> 1

Reverse RSB Rd, Rn, <op2> 1

Multiply Multiply MUL Rd, Rn, Rm 1

Multiply accumulate MLA Rd, Rn, Rm 2

Multiply subtract MLS Rd, Rn, Rm 2

Long signed SMULL RdLo, RdHi, Rn, Rm 1

Long unsigned UMULL RdLo, RdHi, Rn, Rm 1

Long signed accumulate SMLAL RdLo, RdHi, Rn, Rm 1

Long unsigned accumulate UMLAL RdLo, RdHi, Rn, Rm 1

Divide Signed SDIV Rd, Rn, Rm 2 to 12a

Unsigned UDIV Rd, Rn, Rm 2 to 12a

Saturate Signed SSAT Rd, #<imm>, <op2> 1

Unsigned USAT Rd, #<imm>, <op2> 1

Compare Compare CMP Rn, <op2> 1

Negative CMN Rn, <op2> 1

Logical AND AND Rd, Rn, <op2> 1

Exclusive OR EOR Rd, Rn, <op2> 1

OR ORR Rd, Rn, <op2> 1

OR NOT ORN Rd, Rn, <op2> 1

Bit clear BIC Rd, Rn, <op2> 1

Move NOT MVN Rd, <op2> 1

AND test TST Rn, <op2> 1

Exclusive OR test TEQ Rn, <op1>

Shift Logical shift left LSL Rd, Rn, #<imm> 1

Logical shift left LSL Rd, Rn, Rs 1

Logical shift right LSR Rd, Rn, #<imm> 1

Logical shift right LSR Rd, Rn, Rs 1

Arithmetic shift right ASR Rd, Rn, #<imm> 1

Arithmetic shift right ASR Rd, Rn, Rs 1

Rotate Rotate right ROR Rd, Rn, #<imm> 1

Rotate right ROR Rd, Rn, Rs 1

With extension RRX Rd, Rn 1

Table 3-1 Cortex-M4 instruction set summary (continued)

Operation Description Assembler Cycles
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Table 3-2 shows the DSP instructions that the Cortex-M4 processor implements.

Reverse Bytes in word REV Rd, Rm 1

Bytes in both halfwords REV16 Rd, Rm 1

Signed bottom halfword REVSH Rd, Rm 1

Bits in word RBIT Rd, Rm 1

Hint Send event SEV 1

Wait for event WFE 1 + W

Wait for interrupt WFI 1 + W

No operation NOP 1

Barriers Instruction synchronization ISB 1 + B

Data memory DMB 1 + B

Data synchronization DSB <flags> 1 + B

a. Division operations use early termination to minimize the number of cycles required based 
on the number of leading ones and zeroes in the input operands.

b. Neighboring load and store single instructions can pipeline their address and data phases. 
This enables these instructions to complete in a single execution cycle.

c. Conditional branch completes in a single cycle if the branch is not taken.
d. An IT instruction can be folded onto a preceding 16-bit Thumb instruction, enabling 

execution in zero cycles.

Table 3-1 Cortex-M4 instruction set summary (continued)

Operation Description Assembler Cycles

Table 3-2 Cortex-M4 DSP instruction set summary

Operation Description Assembler Cycles

Multiply 32-bit multiply with 32-most-significant-bit accumulate SMMLA 1

32-bit multiply with 32-most-significant-bit subtract SMMLS 1

32-bit multiply returning 32-most-significant-bits SMMUL 1

32-bit multiply with rounded 32-most-significant-bit accumulate SMMLAR 1

32-bit multiply with rounded 32-most-significant-bit subtract SMMLSR 1

32-bit multiply returning rounded 32-most-significant-bits SMMULR 1

Source: ARM, Cortex M4 Reference Manual r0p0, S.30 & S.33
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3.3 Instruction set summary
This section provides information on:
• Cortex-M4 instructions
• Load/store timings on page 3-11
• Binary compatibility with other Cortex processors on page 3-12.

3.3.1 Cortex-M4 instructions

The processor implements the ARMv7-M Thumb instruction set. Table 3-1 shows the 
Cortex-M4 instructions and their cycle counts. The cycle counts are based on a system with zero 
wait states.

Within the assembler syntax, depending on the operation, the <op2> field can be replaced with 
one of the following options:
• a simple register specifier, for example Rm
• an immediate shifted register, for example Rm, LSL #4
• a register shifted register, for example Rm, LSL Rs
• an immediate value, for example #0xE000E000.

For brevity, not all load and store addressing modes are shown. See the ARMv7-M Architecture 
Reference Manual for more information.

Table 3-1 uses the following abbreviations in the Cycles column:

P The number of cycles required for a pipeline refill. This ranges from 1 to 3 
depending on the alignment and width of the target instruction, and whether the 
processor manages to speculate the address early.

B The number of cycles required to perform the barrier operation. For DSB and DMB, 
the minimum number of cycles is zero. For ISB, the minimum number of cycles 
is equivalent to the number required for a pipeline refill.

N The number of registers in the register list to be loaded or stored, including PC or 
LR.

W The number of cycles spent waiting for an appropriate event.

Table 3-1 Cortex-M4 instruction set summary

Operation Description Assembler Cycles

Move Register MOV Rd, <op2> 1

16-bit immediate MOVW Rd, #<imm> 1

Immediate into top MOVT Rd, #<imm> 1

To PC MOV PC, Rm 1 + P

Add Add ADD Rd, Rn, <op2> 1

Add to PC ADD PC, PC, Rm 1 + P

Add with carry ADC Rd, Rn, <op2> 1

Form address ADR Rd, <label> 1

Source: ARM, Cortex M4 Reference Manual r0p0, S.29

Instruktionslaufzeiten

Zyklendauern aus Datenblättern
Jedoch: Meist nicht vollständig
Annahme hier: Zero-Wait-States ; Kein Warten auf Speicher

; Konkrete Hardwaremodellierung für jedes Board erforderlich
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Warum nutzt der Compiler AND: DIV teuer_ Aussage nie Absolut: DIV dauert unterschiedlich lange_ ein Zyklus? -> Zero wait states: Kein warten speicher_ Muss nicht gegeben sein_ _par Instruktionen kommen aus dem Flash. _par ART macht Prefeching _par Ã¼berleitung: Wie ist das denn jetzt bei uns? 
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fi ve stages as they complete execution. Returning to our laundry analogy, clothes 
get cleaner, drier, and more organized as they move through the line, and they 
never move backward.

Th ere are, however, two exceptions to this left -to-right fl ow of instructions:

■ Th e write-back stage, which places the result back into the register fi le in the 
middle of the datapath

■ Th e selection of the next value of the PC, choosing between the incremented 
PC and the branch address from the MEM stage

Data fl owing from right to left  does not aff ect the current instruction; these 
reverse data movements infl uence only later instructions in the pipeline. Note that 
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FIGURE 4.33 The single-cycle datapath from Section 4.4 (similar to Figure 4.17). Each step of the instruction can be mapped 
onto the datapath from left  to right. Th e only exceptions are the update of the PC and the write-back step, shown in color, which sends either 
the ALU result or the data from memory to the left  to be written into the register fi le. (Normally we use color lines for control, but these are 
data lines.)
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Source: D. A. Patterson und J. L. Hennessy, Computer organization and

design: the hardware/software interface, 4th ed., 2012

problem single cycle: immer das propagation delay des lÃ¤ngsten Pfades mÃ¼sste beachtet werde -> langsam 
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FIGURE 4.45 The single-clock-cycle diagram corresponding to clock cycle 5 of the pipeline in Figures 4.43 and 4.44. 
As you can see, a single-clock-cycle fi gure is a vertical slice through a multiple-clock-cycle diagram.

1. Allowing jumps, branches, and ALU instructions to take fewer stages than 
the fi ve required by the load instruction will increase pipeline performance 
under all circumstances.
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Source: D. A. Patterson und J. L. Hennessy, Computer organization and

design: the hardware/software interface, 4th ed., 2012
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1. Allowing jumps, branches, and ALU instructions to take fewer stages than 
the fi ve required by the load instruction will increase pipeline performance 
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assume the instructions to be invoked on an exception begin like this:

80000180hex  sw     $26, 1000($0)
80000184hex  sw     $27, 1004($0)
. . .

Show what happens in the pipeline if an overfl ow exception occurs in the add 
instruction.

Figure 4.67 shows the events, starting with the add instruction in the EX stage. 
Th e overfl ow is detected during that phase, and 8000 0180hex is forced into the 
PC. Clock cycle 7 shows that the add and following instructions are fl ushed, 
and the fi rst instruction of the exception code is fetched. Note that the address 
of the instruction following the add is saved: 4Chex + 4 = 50hex.
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FIGURE 4.66 The datapath with controls to handle exceptions. Th e key additions include a new input with the value 8000 0180hex 
in the multiplexor that supplies the new PC value; a Cause register to record the cause of the exception; and an Exception PC register to save 
the address of the instruction that caused the exception. Th e 8000 0180hex input to the multiplexor is the initial address to begin fetching 
instructions in the event of an exception. Although not shown, the ALU overfl ow signal is an input to the control unit.

+ All dieses Wissen muss dem Analysetool bekannt sein

35
Source: D. A. Patterson und J. L. Hennessy, Computer organization and

design: the hardware/software interface, 4th ed., 2012

Wann wird geforwarded, wann wird gestalled, welche phase tut was, wie viel Zyklen nach dem einplanen ist das Ergebnis zurÃ¼ckgeschrieben,_ wie ist die latenz bei einem Interrupt...  
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+ Berücksichtigung in der WCET-Analyse
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– SWD & JTAG interfaces
– Cortex-M4 Trace Macrocell™

• Up to 168 I/O ports with interrupt capability
– Up to 164 fast I/Os up to 90 MHz
– Up to 166 5 V-tolerant I/Os

• Up to 21 communication interfaces
– Up to 3 × I2C interfaces (SMBus/PMBus)
– Up to 4 USARTs/4 UARTs (11.25 Mbit/s, 

ISO7816 interface, LIN, IrDA, modem 
control)

– Up to 6 SPIs (45 Mbits/s), 2 with muxed 
full-duplex I2S for audio class accuracy via 
internal audio PLL or external clock

– 1 x SAI (serial audio interface)
– 2 × CAN (2.0B Active) and SDIO interface

• Advanced connectivity
– USB 2.0 full-speed device/host/OTG 

controller with on-chip PHY
– USB 2.0 high-speed/full-speed 

device/host/OTG controller with dedicated 
DMA, on-chip full-speed PHY and ULPI

– 10/100 Ethernet MAC with dedicated DMA: 
supports IEEE 1588v2 hardware, MII/RMII
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Introduction

This reference manual targets application developers. It provides complete information on 
how to use the STM32F405xx/07xx, STM32F415xx/17xx, STM32F42xxx and 
STM32F43xxx microcontroller memory and peripherals.

The STM32F405xx/07xx, STM32F415xx/17xx, STM32F42xxx and STM32F43xxx constitute 
a family of microcontrollers with different memory sizes, packages and peripherals.

For ordering information, mechanical and electrical device characteristics please refer to the 
datasheets.

For information on the Arm® Cortex®-M4 with FPU core, please refer to the Cortex®-M4 with 
FPU Technical Reference Manual.
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• STM32F40x and STM32F41x datasheets
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Cortex®-M4 with FPU programming manual (PM0214).
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Figure 4. STM32F427xx and STM32F429xx block diagram 

1. The timers connected to APB2 are clocked from TIMxCLK up to 180 MHz, while the timers connected to APB1 are clocked 
from TIMxCLK either up to 90 MHz or 180 MHz depending on TIMPRE bit configuration in the RCC_DCKCFGR register. 

2. The LCD-TFT is available only on STM32F429xx devices.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.20
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Figure 5. STM32F427xx and STM32F429xx Multi-AHB matrix

3.8 DMA controller (DMA)

The devices feature two general-purpose dual-port DMAs (DMA1 and DMA2) with 8 
streams each. They are able to manage memory-to-memory, peripheral-to-memory and 
memory-to-peripheral transfers. They feature dedicated FIFOs for APB/AHB peripherals, 
support burst transfer and are designed to provide the maximum peripheral bandwidth 
(AHB/APB).

The two DMA controllers support circular buffer management, so that no specific code is 
needed when the controller reaches the end of the buffer. The two DMA controllers also 
have a double buffering feature, which automates the use and switching of two memory 
buffers without requiring any special code.

Each stream is connected to dedicated hardware DMA requests, with support for software 
trigger on each stream. Configuration is made by software and transfer sizes between 
source and destination are independent.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.23

Functional overview STM32F427xx STM32F429xx
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3.4 Embedded Flash memory

The devices embed a Flash memory of up to 2 Mbytes available for storing programs and 
data.

3.5 CRC (cyclic redundancy check) calculation unit

The CRC (cyclic redundancy check) calculation unit is used to get a CRC code from a 32-bit 
data word and a fixed generator polynomial.

Among other applications, CRC-based techniques are used to verify data transmission or 
storage integrity. In the scope of the EN/IEC 60335-1 standard, they offer a means of 
verifying the Flash memory integrity. The CRC calculation unit helps compute a software 
signature during runtime, to be compared with a reference signature generated at link-time 
and stored at a given memory location.

3.6 Embedded SRAM

All devices embed:

• Up to 256Kbytes of system SRAM including 64 Kbytes of CCM (core coupled memory) 
data RAM

RAM memory is accessed (read/write) at CPU clock speed with 0 wait states.

• 4 Kbytes of backup SRAM 

This area is accessible only from the CPU. Its content is protected against possible 
unwanted write accesses, and is retained in Standby or VBAT mode.

3.7 Multi-AHB bus matrix

The 32-bit multi-AHB bus matrix interconnects all the masters (CPU, DMAs, Ethernet, USB 
HS, LCD-TFT, and DMA2D) and the slaves (Flash memory, RAM, FMC, AHB and APB 
peripherals) and ensures a seamless and efficient operation even when several high-speed 
peripherals work simultaneously.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.22
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3 Functional overview

3.1 Arm® Cortex®-M4 with FPU and embedded Flash and SRAM

The Arm® Cortex®-M4 with FPU processor is the latest generation of Arm processors for 
embedded systems. It was developed to provide a low-cost platform that meets the needs of 
MCU implementation, with a reduced pin count and low-power consumption, while 
delivering outstanding computational performance and an advanced response to interrupts.

The Arm® Cortex®-M4 with FPU core is a 32-bit RISC processor that features exceptional 
code-efficiency, delivering the high-performance expected from an Arm core in the memory 
size usually associated with 8- and 16-bit devices.

The processor supports a set of DSP instructions which allow efficient signal processing and 
complex algorithm execution. 

Its single precision FPU (floating point unit) speeds up software development by using 
metalanguage development tools, while avoiding saturation.

The STM32F42x family is compatible with all Arm tools and software.

Figure 4 shows the general block diagram of the STM32F42x family.

Note: Cortex-M4 with FPU core is binary compatible with the Cortex-M3 core.

3.2 Adaptive real-time memory accelerator (ART Accelerator™)

The ART Accelerator™ is a memory accelerator which is optimized for STM32 industry-
standard Arm® Cortex®-M4 with FPU processors. It balances the inherent performance 
advantage of the Arm® Cortex®-M4 with FPU over Flash memory technologies, which 
normally requires the processor to wait for the Flash memory at higher frequencies.

To release the processor full 225 DMIPS performance at this frequency, the accelerator 
implements an instruction prefetch queue and branch cache, which increases program 
execution speed from the 128-bit Flash memory. Based on CoreMark benchmark, the 
performance achieved thanks to the ART Accelerator is equivalent to 0 wait state program 
execution from Flash memory at a CPU frequency up to 180 MHz.

3.3 Memory protection unit

The memory protection unit (MPU) is used to manage the CPU accesses to memory to 
prevent one task to accidentally corrupt the memory or resources used by any other active 
task. This memory area is organized into up to 8 protected areas that can in turn be divided 
up into 8 subareas. The protection area sizes are between 32 bytes and the whole 4 
gigabytes of addressable memory.

The MPU is especially helpful for applications where some critical or certified code has to be 
protected against the misbehavior of other tasks. It is usually managed by an RTOS (real-
time operating system). If a program accesses a memory location that is prohibited by the 
MPU, the RTOS can detect it and take action. In an RTOS environment, the kernel can 
dynamically update the MPU area setting, based on the process to be executed.

The MPU is optional and can be bypassed for applications that do not need it.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.21
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NB: Da oben sind die debugger Schnittstellen (fÃ¼r swd/jtag) am Core_ Eigentlich: Wir haben den Processor, der hat 3 Anbindungen D(aten)bus, I(nstruktions)bus, S(ystem)bus (letzter prefetching o.Ã¤. so aktiv)_ Auf der Anderen Seite: Flash, SRAM, ggf DMA Engines erwÃ¤hnen_ Cache: Nur for Flash_ AHB-Bus: Full Duplex bus mit waits, errors und bursts_ Hier: Matrix: Contention um die Ports (bspw. M2 Port: Falls sowohl daten als auch Instruktionen im SRAM)_ Dann alles gut? NEIN: Branches: Sprungziel: Zugriff verzÃ¶gerung um einen Takt, deshalb: Branch buffer im ART + prefetching _par (Auf Blog von Typ der mal bei ST gearbeitet hat: der Branch-Cache hat 128 EintrÃ¤ge, reicht fÃ¼r ein paar Instruktionen) Update 2022: FÃ¼r neuere Cores gibts jetzt bisschen mehr info. Teilweise haben sie wohl auch I/Dcache mit drin und machen da LRU  
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3.8 DMA controller (DMA)

The devices feature two general-purpose dual-port DMAs (DMA1 and DMA2) with 8 
streams each. They are able to manage memory-to-memory, peripheral-to-memory and 
memory-to-peripheral transfers. They feature dedicated FIFOs for APB/AHB peripherals, 
support burst transfer and are designed to provide the maximum peripheral bandwidth 
(AHB/APB).

The two DMA controllers support circular buffer management, so that no specific code is 
needed when the controller reaches the end of the buffer. The two DMA controllers also 
have a double buffering feature, which automates the use and switching of two memory 
buffers without requiring any special code.

Each stream is connected to dedicated hardware DMA requests, with support for software 
trigger on each stream. Configuration is made by software and transfer sizes between 
source and destination are independent.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.23
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3.4 Embedded Flash memory

The devices embed a Flash memory of up to 2 Mbytes available for storing programs and 
data.

3.5 CRC (cyclic redundancy check) calculation unit

The CRC (cyclic redundancy check) calculation unit is used to get a CRC code from a 32-bit 
data word and a fixed generator polynomial.

Among other applications, CRC-based techniques are used to verify data transmission or 
storage integrity. In the scope of the EN/IEC 60335-1 standard, they offer a means of 
verifying the Flash memory integrity. The CRC calculation unit helps compute a software 
signature during runtime, to be compared with a reference signature generated at link-time 
and stored at a given memory location.

3.6 Embedded SRAM

All devices embed:

• Up to 256Kbytes of system SRAM including 64 Kbytes of CCM (core coupled memory) 
data RAM

RAM memory is accessed (read/write) at CPU clock speed with 0 wait states.

• 4 Kbytes of backup SRAM 

This area is accessible only from the CPU. Its content is protected against possible 
unwanted write accesses, and is retained in Standby or VBAT mode.

3.7 Multi-AHB bus matrix

The 32-bit multi-AHB bus matrix interconnects all the masters (CPU, DMAs, Ethernet, USB 
HS, LCD-TFT, and DMA2D) and the slaves (Flash memory, RAM, FMC, AHB and APB 
peripherals) and ensures a seamless and efficient operation even when several high-speed 
peripherals work simultaneously.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.22
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3 Functional overview

3.1 Arm® Cortex®-M4 with FPU and embedded Flash and SRAM

The Arm® Cortex®-M4 with FPU processor is the latest generation of Arm processors for 
embedded systems. It was developed to provide a low-cost platform that meets the needs of 
MCU implementation, with a reduced pin count and low-power consumption, while 
delivering outstanding computational performance and an advanced response to interrupts.

The Arm® Cortex®-M4 with FPU core is a 32-bit RISC processor that features exceptional 
code-efficiency, delivering the high-performance expected from an Arm core in the memory 
size usually associated with 8- and 16-bit devices.

The processor supports a set of DSP instructions which allow efficient signal processing and 
complex algorithm execution. 

Its single precision FPU (floating point unit) speeds up software development by using 
metalanguage development tools, while avoiding saturation.

The STM32F42x family is compatible with all Arm tools and software.

Figure 4 shows the general block diagram of the STM32F42x family.

Note: Cortex-M4 with FPU core is binary compatible with the Cortex-M3 core.

3.2 Adaptive real-time memory accelerator (ART Accelerator™)

The ART Accelerator™ is a memory accelerator which is optimized for STM32 industry-
standard Arm® Cortex®-M4 with FPU processors. It balances the inherent performance 
advantage of the Arm® Cortex®-M4 with FPU over Flash memory technologies, which 
normally requires the processor to wait for the Flash memory at higher frequencies.

To release the processor full 225 DMIPS performance at this frequency, the accelerator 
implements an instruction prefetch queue and branch cache, which increases program 
execution speed from the 128-bit Flash memory. Based on CoreMark benchmark, the 
performance achieved thanks to the ART Accelerator is equivalent to 0 wait state program 
execution from Flash memory at a CPU frequency up to 180 MHz.

3.3 Memory protection unit

The memory protection unit (MPU) is used to manage the CPU accesses to memory to 
prevent one task to accidentally corrupt the memory or resources used by any other active 
task. This memory area is organized into up to 8 protected areas that can in turn be divided 
up into 8 subareas. The protection area sizes are between 32 bytes and the whole 4 
gigabytes of addressable memory.

The MPU is especially helpful for applications where some critical or certified code has to be 
protected against the misbehavior of other tasks. It is usually managed by an RTOS (real-
time operating system). If a program accesses a memory location that is prohibited by the 
MPU, the RTOS can detect it and take action. In an RTOS environment, the kernel can 
dynamically update the MPU area setting, based on the process to be executed.

The MPU is optional and can be bypassed for applications that do not need it.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.21
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Figure 4. STM32F427xx and STM32F429xx block diagram 

1. The timers connected to APB2 are clocked from TIMxCLK up to 180 MHz, while the timers connected to APB1 are clocked 
from TIMxCLK either up to 90 MHz or 180 MHz depending on TIMPRE bit configuration in the RCC_DCKCFGR register. 

2. The LCD-TFT is available only on STM32F429xx devices.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.20
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Figure 5. STM32F427xx and STM32F429xx Multi-AHB matrix

3.8 DMA controller (DMA)

The devices feature two general-purpose dual-port DMAs (DMA1 and DMA2) with 8 
streams each. They are able to manage memory-to-memory, peripheral-to-memory and 
memory-to-peripheral transfers. They feature dedicated FIFOs for APB/AHB peripherals, 
support burst transfer and are designed to provide the maximum peripheral bandwidth 
(AHB/APB).

The two DMA controllers support circular buffer management, so that no specific code is 
needed when the controller reaches the end of the buffer. The two DMA controllers also 
have a double buffering feature, which automates the use and switching of two memory 
buffers without requiring any special code.

Each stream is connected to dedicated hardware DMA requests, with support for software 
trigger on each stream. Configuration is made by software and transfer sizes between 
source and destination are independent.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.23
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3.4 Embedded Flash memory

The devices embed a Flash memory of up to 2 Mbytes available for storing programs and 
data.

3.5 CRC (cyclic redundancy check) calculation unit

The CRC (cyclic redundancy check) calculation unit is used to get a CRC code from a 32-bit 
data word and a fixed generator polynomial.

Among other applications, CRC-based techniques are used to verify data transmission or 
storage integrity. In the scope of the EN/IEC 60335-1 standard, they offer a means of 
verifying the Flash memory integrity. The CRC calculation unit helps compute a software 
signature during runtime, to be compared with a reference signature generated at link-time 
and stored at a given memory location.

3.6 Embedded SRAM

All devices embed:

• Up to 256Kbytes of system SRAM including 64 Kbytes of CCM (core coupled memory) 
data RAM

RAM memory is accessed (read/write) at CPU clock speed with 0 wait states.

• 4 Kbytes of backup SRAM 

This area is accessible only from the CPU. Its content is protected against possible 
unwanted write accesses, and is retained in Standby or VBAT mode.

3.7 Multi-AHB bus matrix

The 32-bit multi-AHB bus matrix interconnects all the masters (CPU, DMAs, Ethernet, USB 
HS, LCD-TFT, and DMA2D) and the slaves (Flash memory, RAM, FMC, AHB and APB 
peripherals) and ensures a seamless and efficient operation even when several high-speed 
peripherals work simultaneously.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.22
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3 Functional overview

3.1 Arm® Cortex®-M4 with FPU and embedded Flash and SRAM

The Arm® Cortex®-M4 with FPU processor is the latest generation of Arm processors for 
embedded systems. It was developed to provide a low-cost platform that meets the needs of 
MCU implementation, with a reduced pin count and low-power consumption, while 
delivering outstanding computational performance and an advanced response to interrupts.

The Arm® Cortex®-M4 with FPU core is a 32-bit RISC processor that features exceptional 
code-efficiency, delivering the high-performance expected from an Arm core in the memory 
size usually associated with 8- and 16-bit devices.

The processor supports a set of DSP instructions which allow efficient signal processing and 
complex algorithm execution. 

Its single precision FPU (floating point unit) speeds up software development by using 
metalanguage development tools, while avoiding saturation.

The STM32F42x family is compatible with all Arm tools and software.

Figure 4 shows the general block diagram of the STM32F42x family.

Note: Cortex-M4 with FPU core is binary compatible with the Cortex-M3 core.

3.2 Adaptive real-time memory accelerator (ART Accelerator™)

The ART Accelerator™ is a memory accelerator which is optimized for STM32 industry-
standard Arm® Cortex®-M4 with FPU processors. It balances the inherent performance 
advantage of the Arm® Cortex®-M4 with FPU over Flash memory technologies, which 
normally requires the processor to wait for the Flash memory at higher frequencies.

To release the processor full 225 DMIPS performance at this frequency, the accelerator 
implements an instruction prefetch queue and branch cache, which increases program 
execution speed from the 128-bit Flash memory. Based on CoreMark benchmark, the 
performance achieved thanks to the ART Accelerator is equivalent to 0 wait state program 
execution from Flash memory at a CPU frequency up to 180 MHz.

3.3 Memory protection unit

The memory protection unit (MPU) is used to manage the CPU accesses to memory to 
prevent one task to accidentally corrupt the memory or resources used by any other active 
task. This memory area is organized into up to 8 protected areas that can in turn be divided 
up into 8 subareas. The protection area sizes are between 32 bytes and the whole 4 
gigabytes of addressable memory.

The MPU is especially helpful for applications where some critical or certified code has to be 
protected against the misbehavior of other tasks. It is usually managed by an RTOS (real-
time operating system). If a program accesses a memory location that is prohibited by the 
MPU, the RTOS can detect it and take action. In an RTOS environment, the kernel can 
dynamically update the MPU area setting, based on the process to be executed.

The MPU is optional and can be bypassed for applications that do not need it.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.21
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Figure 4. STM32F427xx and STM32F429xx block diagram 

1. The timers connected to APB2 are clocked from TIMxCLK up to 180 MHz, while the timers connected to APB1 are clocked 
from TIMxCLK either up to 90 MHz or 180 MHz depending on TIMPRE bit configuration in the RCC_DCKCFGR register. 

2. The LCD-TFT is available only on STM32F429xx devices.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.20
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Figure 5. STM32F427xx and STM32F429xx Multi-AHB matrix

3.8 DMA controller (DMA)

The devices feature two general-purpose dual-port DMAs (DMA1 and DMA2) with 8 
streams each. They are able to manage memory-to-memory, peripheral-to-memory and 
memory-to-peripheral transfers. They feature dedicated FIFOs for APB/AHB peripherals, 
support burst transfer and are designed to provide the maximum peripheral bandwidth 
(AHB/APB).

The two DMA controllers support circular buffer management, so that no specific code is 
needed when the controller reaches the end of the buffer. The two DMA controllers also 
have a double buffering feature, which automates the use and switching of two memory 
buffers without requiring any special code.

Each stream is connected to dedicated hardware DMA requests, with support for software 
trigger on each stream. Configuration is made by software and transfer sizes between 
source and destination are independent.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.23
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3.4 Embedded Flash memory

The devices embed a Flash memory of up to 2 Mbytes available for storing programs and 
data.

3.5 CRC (cyclic redundancy check) calculation unit

The CRC (cyclic redundancy check) calculation unit is used to get a CRC code from a 32-bit 
data word and a fixed generator polynomial.

Among other applications, CRC-based techniques are used to verify data transmission or 
storage integrity. In the scope of the EN/IEC 60335-1 standard, they offer a means of 
verifying the Flash memory integrity. The CRC calculation unit helps compute a software 
signature during runtime, to be compared with a reference signature generated at link-time 
and stored at a given memory location.

3.6 Embedded SRAM

All devices embed:

• Up to 256Kbytes of system SRAM including 64 Kbytes of CCM (core coupled memory) 
data RAM

RAM memory is accessed (read/write) at CPU clock speed with 0 wait states.

• 4 Kbytes of backup SRAM 

This area is accessible only from the CPU. Its content is protected against possible 
unwanted write accesses, and is retained in Standby or VBAT mode.

3.7 Multi-AHB bus matrix

The 32-bit multi-AHB bus matrix interconnects all the masters (CPU, DMAs, Ethernet, USB 
HS, LCD-TFT, and DMA2D) and the slaves (Flash memory, RAM, FMC, AHB and APB 
peripherals) and ensures a seamless and efficient operation even when several high-speed 
peripherals work simultaneously.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.22
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3 Functional overview

3.1 Arm® Cortex®-M4 with FPU and embedded Flash and SRAM

The Arm® Cortex®-M4 with FPU processor is the latest generation of Arm processors for 
embedded systems. It was developed to provide a low-cost platform that meets the needs of 
MCU implementation, with a reduced pin count and low-power consumption, while 
delivering outstanding computational performance and an advanced response to interrupts.

The Arm® Cortex®-M4 with FPU core is a 32-bit RISC processor that features exceptional 
code-efficiency, delivering the high-performance expected from an Arm core in the memory 
size usually associated with 8- and 16-bit devices.

The processor supports a set of DSP instructions which allow efficient signal processing and 
complex algorithm execution. 

Its single precision FPU (floating point unit) speeds up software development by using 
metalanguage development tools, while avoiding saturation.

The STM32F42x family is compatible with all Arm tools and software.

Figure 4 shows the general block diagram of the STM32F42x family.

Note: Cortex-M4 with FPU core is binary compatible with the Cortex-M3 core.

3.2 Adaptive real-time memory accelerator (ART Accelerator™)

The ART Accelerator™ is a memory accelerator which is optimized for STM32 industry-
standard Arm® Cortex®-M4 with FPU processors. It balances the inherent performance 
advantage of the Arm® Cortex®-M4 with FPU over Flash memory technologies, which 
normally requires the processor to wait for the Flash memory at higher frequencies.

To release the processor full 225 DMIPS performance at this frequency, the accelerator 
implements an instruction prefetch queue and branch cache, which increases program 
execution speed from the 128-bit Flash memory. Based on CoreMark benchmark, the 
performance achieved thanks to the ART Accelerator is equivalent to 0 wait state program 
execution from Flash memory at a CPU frequency up to 180 MHz.

3.3 Memory protection unit

The memory protection unit (MPU) is used to manage the CPU accesses to memory to 
prevent one task to accidentally corrupt the memory or resources used by any other active 
task. This memory area is organized into up to 8 protected areas that can in turn be divided 
up into 8 subareas. The protection area sizes are between 32 bytes and the whole 4 
gigabytes of addressable memory.

The MPU is especially helpful for applications where some critical or certified code has to be 
protected against the misbehavior of other tasks. It is usually managed by an RTOS (real-
time operating system). If a program accesses a memory location that is prohibited by the 
MPU, the RTOS can detect it and take action. In an RTOS environment, the kernel can 
dynamically update the MPU area setting, based on the process to be executed.

The MPU is optional and can be bypassed for applications that do not need it.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.21
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Figure 4. STM32F427xx and STM32F429xx block diagram 

1. The timers connected to APB2 are clocked from TIMxCLK up to 180 MHz, while the timers connected to APB1 are clocked 
from TIMxCLK either up to 90 MHz or 180 MHz depending on TIMPRE bit configuration in the RCC_DCKCFGR register. 

2. The LCD-TFT is available only on STM32F429xx devices.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.20
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Figure 5. STM32F427xx and STM32F429xx Multi-AHB matrix

3.8 DMA controller (DMA)

The devices feature two general-purpose dual-port DMAs (DMA1 and DMA2) with 8 
streams each. They are able to manage memory-to-memory, peripheral-to-memory and 
memory-to-peripheral transfers. They feature dedicated FIFOs for APB/AHB peripherals, 
support burst transfer and are designed to provide the maximum peripheral bandwidth 
(AHB/APB).

The two DMA controllers support circular buffer management, so that no specific code is 
needed when the controller reaches the end of the buffer. The two DMA controllers also 
have a double buffering feature, which automates the use and switching of two memory 
buffers without requiring any special code.

Each stream is connected to dedicated hardware DMA requests, with support for software 
trigger on each stream. Configuration is made by software and transfer sizes between 
source and destination are independent.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.23
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3.4 Embedded Flash memory

The devices embed a Flash memory of up to 2 Mbytes available for storing programs and 
data.

3.5 CRC (cyclic redundancy check) calculation unit

The CRC (cyclic redundancy check) calculation unit is used to get a CRC code from a 32-bit 
data word and a fixed generator polynomial.

Among other applications, CRC-based techniques are used to verify data transmission or 
storage integrity. In the scope of the EN/IEC 60335-1 standard, they offer a means of 
verifying the Flash memory integrity. The CRC calculation unit helps compute a software 
signature during runtime, to be compared with a reference signature generated at link-time 
and stored at a given memory location.

3.6 Embedded SRAM

All devices embed:

• Up to 256Kbytes of system SRAM including 64 Kbytes of CCM (core coupled memory) 
data RAM

RAM memory is accessed (read/write) at CPU clock speed with 0 wait states.

• 4 Kbytes of backup SRAM 

This area is accessible only from the CPU. Its content is protected against possible 
unwanted write accesses, and is retained in Standby or VBAT mode.

3.7 Multi-AHB bus matrix

The 32-bit multi-AHB bus matrix interconnects all the masters (CPU, DMAs, Ethernet, USB 
HS, LCD-TFT, and DMA2D) and the slaves (Flash memory, RAM, FMC, AHB and APB 
peripherals) and ensures a seamless and efficient operation even when several high-speed 
peripherals work simultaneously.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.22
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3 Functional overview

3.1 Arm® Cortex®-M4 with FPU and embedded Flash and SRAM

The Arm® Cortex®-M4 with FPU processor is the latest generation of Arm processors for 
embedded systems. It was developed to provide a low-cost platform that meets the needs of 
MCU implementation, with a reduced pin count and low-power consumption, while 
delivering outstanding computational performance and an advanced response to interrupts.

The Arm® Cortex®-M4 with FPU core is a 32-bit RISC processor that features exceptional 
code-efficiency, delivering the high-performance expected from an Arm core in the memory 
size usually associated with 8- and 16-bit devices.

The processor supports a set of DSP instructions which allow efficient signal processing and 
complex algorithm execution. 

Its single precision FPU (floating point unit) speeds up software development by using 
metalanguage development tools, while avoiding saturation.

The STM32F42x family is compatible with all Arm tools and software.

Figure 4 shows the general block diagram of the STM32F42x family.

Note: Cortex-M4 with FPU core is binary compatible with the Cortex-M3 core.

3.2 Adaptive real-time memory accelerator (ART Accelerator™)

The ART Accelerator™ is a memory accelerator which is optimized for STM32 industry-
standard Arm® Cortex®-M4 with FPU processors. It balances the inherent performance 
advantage of the Arm® Cortex®-M4 with FPU over Flash memory technologies, which 
normally requires the processor to wait for the Flash memory at higher frequencies.

To release the processor full 225 DMIPS performance at this frequency, the accelerator 
implements an instruction prefetch queue and branch cache, which increases program 
execution speed from the 128-bit Flash memory. Based on CoreMark benchmark, the 
performance achieved thanks to the ART Accelerator is equivalent to 0 wait state program 
execution from Flash memory at a CPU frequency up to 180 MHz.

3.3 Memory protection unit

The memory protection unit (MPU) is used to manage the CPU accesses to memory to 
prevent one task to accidentally corrupt the memory or resources used by any other active 
task. This memory area is organized into up to 8 protected areas that can in turn be divided 
up into 8 subareas. The protection area sizes are between 32 bytes and the whole 4 
gigabytes of addressable memory.

The MPU is especially helpful for applications where some critical or certified code has to be 
protected against the misbehavior of other tasks. It is usually managed by an RTOS (real-
time operating system). If a program accesses a memory location that is prohibited by the 
MPU, the RTOS can detect it and take action. In an RTOS environment, the kernel can 
dynamically update the MPU area setting, based on the process to be executed.

The MPU is optional and can be bypassed for applications that do not need it.

Source: ST: STM32F427xx STM32F429xx Datasheet, S.21
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5 Memory mapping

The memory map is shown in Figure 19.

Figure 19. Memory map 

Source: ST: STM32F427xx STM32F429xx Datasheet, S.53
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0x4001 6C00- 0x4001 FFFF Reserved

APB2

0x4001 6800 - 0x4001 6BFF LCD-TFT

0x4001 5C00 - 0x4001 67FF Reserved

0x4001 5800 - 0x4001 5BFF SAI1

0x4001 5400 - 0x4001 57FF SPI6

0x4001 5000 - 0x4001 53FF SPI5

0x4001 5400 - 0x4001 57FF SPI6

0x4001 5000 - 0x4001 53FF SPI5

0x4001 4C00 - 0x4001 4FFF Reserved

0x4001 4800 - 0x4001 4BFF TIM11

0x4001 4400 - 0x4001 47FF TIM10

0x4001 4000 - 0x4001 43FF TIM9

0x4001 3C00 - 0x4001 3FFF EXTI

0x4001 3800 - 0x4001 3BFF SYSCFG

0x4001 3400 - 0x4001 37FF SPI4

0x4001 3000 - 0x4001 33FF SPI1

0x4001 2C00 - 0x4001 2FFF SDIO

0x4001 2400 - 0x4001 2BFF Reserved

0x4001 2000 - 0x4001 23FF ADC1 - ADC2 - ADC3

0x4001 1800 - 0x4001 1FFF Reserved

0x4001 1400 - 0x4001 17FF USART6

0x4001 1000 - 0x4001 13FF USART1

0x4001 0800 - 0x4001 0FFF Reserved

0x4001 0400 - 0x4001 07FF TIM8

0x4001 0000 - 0x4001 03FF TIM1

Table 13. STM32F427xx and STM32F429xx register boundary addresses (continued)

Bus Boundary address Peripheral

Source: ST, STM32F427xx STM32F429xx Datasheet, S.55

Peripherie

Im Adressraum eingeblendet
Am Peripheriebus (APBx)

; Anderes Zugri�sverhalten als
Speicher
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Betriebssystem

Hardware

Treiber
Hardware Abstraction Layer (HAL)

Initialisierung, Kontext, Interrupts

Kernel (C++)
Synchronisation, Threads, ISR/DSR

Netzwerkstack

Kernel (C-)API
cyg_thread_create(...)

POSIX-(C-)API
pthread_create(...)

Socket API

Anwendung

HW abhängig

HW unabhängig

Betriebssystem

in jedem Fall Ablaufplaner
oft Treiber/BSP mitgeliefert
ggf. interne Kontrollflüsse/Fäden/Unterbrechungen
meist konfigurierbar

; Großer Einfluss auf Zeitverhalten des Gesamtsystems

40

Storyline: Aus der Antwortzeit kennen sie ja putc_polled, abstraktionsschichten. Weitere Probleme: WAn kommt welcher interrupt, welche einplanungsstrategie, etc.pp.: Inneres Verhalten entscheidend 



Ebenen

Übersetzer

Assemblierer

Betriebssystem

Hardwareentwurf

Hardwaresynthese

problemorientierte Programmiersprachenebene

Assembliersprachenebene

Machinenprogrammebene

Befehlssatzebene

Mikroarchitekturebene

digitale Logikebene

5

4

3

2

1

0
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Fazit

Systemsoftwareentwicklung benötigt holistisches Wissen über
Werkzeugkette
Betriebssystem
Zielarchitektur
Echtzeittheorie

; Umfasst Interna, nicht immer verfügbar
Entwickler muss all diese Einflussfaktoren kennen:

Zur Entwicklung
Zur Analyse

; Annahmen durch statische Analyse kontinuierlich verifizieren
; Nur so erhalten wir ein sicheres Echtzeitsystem
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Danke fürs Zuhören!

Fragen?
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